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Background & Motivation

f(x) + e5 CMA-ES ranks are
invariant, but noise permutes them

» Noisy oracle y =

»“Misranked elites” bias the update = selection noise

» Mainstream fix: spend evaluations to denoise ranks
(resampling, racing, UH-CMA-ES)

» But under fixed B, denoising £x collapses depth to
T ~ B/(kA) — fewer mean & covariance steps

How much progress per resample is actually gained
by buying fidelity?

The Depth—Fidelity Trade-oft
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Fixed B: fidelity (per-candidate cost) vs depth (generations). RB-PEM

owns the low-cost / high-depth corner.

Contributions
1. Formalize the depth—fidelity trade-off
2. PEM: Rao—Blackwellization of the noisy rank update

3. RB-PEM + Probe-and-Switch, capped overhead
4. Consistent gains across COCO + 6 external tasks

Paper:arxiv.org/pdf/2606.06555

Probabilistic Elite Membership
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» Conditional expected rank weight replaces hard ranks

» Preserves the mean update, cuts its dispersion

RB-PEM 4+ Probe-and-Switch

Ct:)\_l_Kt, KtSKmaX<<)\:>T%B/)\

» Residual bootstrap simulates many rankings at
~Zero cost

» Probe P: run RB-PEM if P > 7 (=0.12), else CMA-ES
Switch

Single Crossing —

0.4 i ’c:b.ll2 B
CHEN : |
< |
O - CMA-ES :

&0

g8 02F I :

= |

N ' |

> [

g

< [

ERYY |

3 0.0 |

;é | : Residual Bootstrap better

S |

© |
_Oz_ll:lll_

0.0 0.1 0.2 0.3 0.4
Probe statistic (mmisranking rate)
Conditional advantage A(p) crosses zero once at 7=0.12 — a Bayes-optimal

switch rule.

Theory: Why Depth Wins

» Lemma 1 (Rao—Blackwell): PEM is the conditional

mean of the noisy update — same mean, lower
dispersion
ELf(X) [ zi] 2 f(X) + SEIX — X

» Theorem 1: under local strong convexity, dispersion
— unavoidable curvature loss

»“Ranking noise” — per-generation penalty; cut it
per oracle call

Main Results — bbob-noisy

—— CMA-ES —— Resample (k=5) —— Resample (k=10) —— UH-CMA-ES —— Residual Bootstrapping

bbob-noisy 10 bbob-noisy 13

__O 104 .II| T T T T

10° £ ] ]
[ ® 150 1 50

1 100 4 100

3) pdeQg
3) mdoq

1 150 4 150

NRIOUd
NeIoud

(suo

- 200 5 200

H b

10° r

250

10° 10! 102 103

Function evaluations Function evaluations

bbob-noisy {16 bbob-noisy 25

||| T T T 1T I T
X 7 () — 50
i § 4 100
| | 7 “ i
. | | !
i = 1 150
5 - /| ] s E — \_\%\ . | ]
[ ] s =
1 NG

10° 10! 102 103 10° 10! 102 103

106 :_"l T T T T Trrr

a8) ydog

10ua3) pdo

(suonerdu

- 200

250

Function evaluations Function evaluations

Fixed-budget convergence (d=40, B=100d): RB-PEM reaches lower regret

while keeping near-maximal depth (right-side markers).

Bimodal Misrankin
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30 functions split into low / high-misranking clusters (gap 0.145, ~3x)

— not post-hoc.

Comprehensive & Takeaways

» Wins 77-86% vs evaluation-stage denoising
» Thresholds transfer to 9 targets
» Eidge over CMA-ES grows with d: 230:210 — 257:170

High rank uncertainty? Integrate it into selection
don’t pay evaluations to remove 1t.

Code: github.com/sichen-wang/Depth-over-Fidelity ICML2026



